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Abstract. SMT sampling refers to the task of generating a set of satis-
fying assignments (samples) for a given SMT formula. An effective SMT
sampler should be capable of producing samples with high diversity to
maximize coverage of the solution space. However, most SMT samplers
struggle to adequately cover the solution space and fail to generate suf-
ficiently diverse solutions.

To address these limitations, we propose HighDiv, the first iterative sam-
pling framework that integrates CDCL(T) and local search in a bidi-
rectional guided manner. During the bidirectional guidance process, so-
lutions generated by CDCL(T) guide the variable initialization of the
local search. Conversely, solutions produced by the local search guide
CDCL(T) to further explore the solution space. Additionally, we design
a novel local search algorithm, Context-Constrained Stochastic Search
(CCSS), which introduces the Constraint-Partitioned Variable Initial-
ization and the boundary-aware move operator. These components effec-
tively balance exploration and feasibility throughout the search process.
We conduct an extensive evaluation on QF _LIA formulas from the SMT-
LIB benchmark. The results demonstrate that HighDiv achieves substan-
tial improvements in diversity over the state-of-the-art SMT sampling
tools.

1 Introduction

Satisfiability Modulo Theories (SMT) is the problem of deciding the satisfia-
bility of a first-order logic formula with respect to certain background theories.
Modern software/hardware testing widely leverages SMT solvers to generate as-
signments that satisfy specified constraints, which are then used to construct
test suites. In software testing, symbolic execution employs SMT solvers to solve
collected path constraints, thereby producing new inputs that cover unexplored
paths [4,40,42]; in hardware testing, constrained-random verification (CRV) en-
codes the functional model and verification scenarios of a hardware design as an

SMT formula, whose solutions correspond to stimuli for the design under test
(DUT) [38].
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Although SMT solving has been extensively studied and mainstream solvers
typically return a single solution within acceptable time, software/hardware test-
ing often requires multiple solutions. In software testing, prior work has shown
that obtaining multiple solutions for the same constraint during symbolic exe-
cution can substantially improve testing effectiveness [19,20,28,48]. In hardware
testing, within CRV, diversity among solutions directly translates into richer
stimuli, thereby increasing the likelihood of exposing bugs [38].

The task of generating a set of highly diverse solutions for a given SMT for-
mula is known as the sampling problem, which has attracted more attention in
the community in recent years [7,10,11,39]. Although using a solver to enumerate
solutions (by adding blocking constraints) for a formula is operationally straight-
forward, this approach is generally costly, and after multiple invocations, most
solvers tend to return similar solutions. This prevalence of similar solutions is
largely attributed to the fact that many solver techniques (e.g., the general sim-
plex method for linear theories) tend to favor extreme values at the boundaries
of the feasible region [1,8,36]. Therefore, there is a practical need to efficiently
generate a highly diverse set of solutions for SMT formulas.

Existing SMT samplers typically treat SMT solvers as black boxes [10,11,39].
Their core strategy involves obtaining solutions from SMT solvers as initial seeds,
which are then used to generate additional solutions. However, this approach
inherently limits the diversity of generated samples as a large number of samples
originate from a very limited set of seeds.

Recent studies on Boolean satisfiability (SAT) sampling have demonstrated
that treating the solving procedure as a white-box and deliberately introducing
diversification during search can substantially improve both effectiveness and
efficiency [17,30,31]. In the context of finding a single solution of SMT prob-
lems, Conflict-Driven Clause Learning with Theory (CDCL(T)) and local search
are two widely recognized and effective algorithmic frameworks. These two ap-
proaches are highly complementary, as demonstrated by their combined use in
various recent studies [5,47]. Specifically, CDCL(T) leverages its powerful CDCL
engine to perform efficient reasoning at the propositional logic level, while lo-
cal search achieves rapid solving by flexibly modifying the current assignment.
However, existing SMT solvers focus only on quickly finding a satisfying assign-
ment without considering solution diversity during the assignment generation
process. Consequently, striking an appropriate balance between sample diversity
and search efficiency remains a challenge in SMT sampling tasks. This raises a
fundamental question: Can we combine CDCL(T) with local search in a white-
box way to design high-diversity SMT sampling?

In this paper, we introduce HighDiv, a novel sampling framework for the
theory of linear integer arithmetic (SMT(LIA)) that is designed to tackle the
aforementioned challenge in SMT sampling. We focus on SMT(LIA) because it is
widely used in software and hardware testing and verification [9,15,29,32]. The
framework utilizes bidirectional guidance between local search and CDCL(T) for
iterative sampling, aiming to enhance sample diversity while maintaining solving
efficiency. Specifically, the solution from CDCL(T) guides variable initialization
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during the local search phase, while the solution generated by local search is fed
back into CDCL(T) to further explore the solution space.

In addition, for the local search component, we designed Context-Constrained
Stochastic Search (CCSS), which introduces a novel variable initialization strat-
egy called the Constraint-Partitioned Variable Initialization. This strategy par-
titions the constraints into different subsystems and initializes each subsystem
based on its specific characteristics. Furthermore, to allow more flexible modi-
fications of integer variables during the search, we introduced a new operator,
boundary-aware move. The operator performs random moves within the interval
determined by contextual boundary information. For the CDCL(T) component,
we modified its branching heuristic and phase selection heuristic, enabling more
flexible exploration of the solution space at the propositional level.

Under a 900-second time limit, HighDiv covers approximately 53% of the
SMT-formula AST space, whereas state-of-the-art SMT(LIA) samplers average
about 34%. Under a fixed sampling budget of 1000 samples, HighDiv reaches
roughly 53% coverage, while competitors remain below 35%. These results clearly
indicate that HighDiv is significantly more diverse than state-of-the-art SMT(LIA)
samplers.

The primary contributions of this work are outlined below.

— We propose HighDiv, a SMT sampling framework that combines CDCL(T)
and local search with bidirectional guided iteration, and treats the search
process as a white-box, thereby advancing SMT(LIA) sampling.

— We investigate the trade-off between sample diversity and search efficiency in
our local search algorithm, Context-Constrained Stochastic Search (CCSS),
featuring a novel variable initialization strategy and the boundary-aware
move operator.

— We implement HighDiv and compare it against state-of-the-art SMT(LIA)
samplers. The results demonstrate that HighDiv generates more diverse sam-
ples under both fixed-time and fixed-sample-size conditions.

The structure of this paper is as follows: Section 2 introduces the relevant
definitions and the frameworks of local search and CDCL(T'); Section 3 presents
the overall framework of HighDiv, as well as the interaction between stochastic
CDCL(T) and CCSS; Section 4 introduces the stochastic CDCL(T) component;
Section 5 provides a detailed explanation of CCSS; Section 6 presents the ex-
periments; Section 7 discusses related work; Section 8 concludes.

2 Preliminary

2.1 SMT(LIA)

A formula under the Linear Integer Arithmetic (LIA) theory is constructed from
atomic formulas using Boolean connectives, where an atomic formula is either a
Boolean variable or an arithmetic formula. Arithmetic formulas can be consis-
tently expressed in the standard form Z?:_()l a;z; < kor Z;:Ol a;z; = k, where
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represents an integer variable, with a and k as constants. A literal can be either
an atomic formula or its negated form. A clause is composed of the disjunction
of a set of literals, and a formula in Conjunctive Normal Form (CNF) consists
of the conjunction of a set of such clauses. Given sets of propositional variables
P and integer variables X', which are integral components of the SMT(LIA) for-
mula F', an assignment o of F maps each x € X to an integer in Z and each
p € P to true or false. Under this assignment, a(x) and «(p) represent the values
of x and p, respectively.

Ezample 1. Given a set of integer variables X = {1, 22, 23,24} and a set of
Boolean variables P = {p1,p2}, the following F' is a SMT(LIA) CNF formula,

F= (pV-p2)
A\ (_‘(1‘1 + 20 < 2) vV (—21‘1 +3z3 < 0))
A\ (pg V (3{,62 —Txg < 3)) .

2.2 SMT Sampling

Let ¢ be an SMT formula and Sol(p) denote the set of all its satisfying assign-
ments. The SMT sampling problem aims to construct, under limited resources
(e.g., a sample-size bound or a time limit), a solution set S C Sol(y). Unlike
conventional SMT solving, which returns an arbitrary satisfying assignment,
sampling focuses on the diversity of solutions.

To measure diversity, we adopt the abstract syntax tree (AST) coverage
metric proposed in prior work [10]. Specifically, we consider nodes in the AST
of the SMT formula. Each Boolean node is treated as a single bit, while for
integer nodes, only the least significant 64 bits of their values are considered. A
bit is regarded as covered if it takes both values 0 and 1 across the sample set
of satisfying models [39]. The overall coverage is defined as the ratio between
the number of covered bits and the total number of bits. Note that under this
metric, the maximum achievable coverage is not necessarily 100%, since some
AST node values may be constrained by the input formula and thus take the
same value for all assignments in Sol(y).

2.3 CDCL(T) Framework

Most modern SMT solvers—e.g., Z3 [36] and CVC5 [1]—solve SMT(LIA) for-
mulas using the CDCL(T) framework: a CDCL SAT engine reasons over the for-
mula’s Boolean skeleton while a LIA theory solver checks consistency, performs
theory propagation, and returns theory lemmas to guide the SAT search [3,14,
23.

The efficiency of CDCL critically depends on two heuristics: (i) branching
heuristics, which choose the next decision variable (e.g., VSIDS [35]), and (ii)
phase selection heuristics, which decide the sign of that variable (e.g., phase sav-
ing [41]). Once a complete assignment satisfying the formula is found, CDCL(T)
returns the current assignment «, which serves as a model of the formula. More
details about the CDCL(T) algorithm can be found in the references [3,14,23].
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2.4 Local Search Framework for SMT(LIA)

The local search component of HighDiv uses the two-mode framework of LS-LIA,
the first local search algorithm for SMT(LIA) [5]. We briefly introduce LS-LIA.

This algorithm divides its search process into two modes: Boolean mode and
Integer mode. In different modes, operations on variables of the appropriate
data type are selected to modify the current assignment. In each mode, when
the number of non-improving steps reaches the threshold, it switches to another
mode. This threshold is defined as L x P, for the Boolean mode and L x P;
for the Integer mode, where P, and P; represent the proportion of Boolean and
Integer literals, respectively, in the falsified clauses, and L is a parameter.

Within a local search algorithm, the pivotal element is the operator, which
prescribes the manner in which the current solution may be altered. Once the
operator is concretized by selecting a particular variable and designating a value
to assign, it materializes as a specific operation. In Boolean mode, the flip oper-
ator turns a Boolean variable to its opposite value. The Integer mode introduces
a unique operator called the critical move (cm), which is defined below.

Definition 1. The critical move operator, represented as cm(z, t), sets the inte-
ger variable x to a threshold value that satisfies the literal £, where £ is a falsified
literal that includes x.

The threshold mentioned above refers to the minimal modification required
to make the literal ¢ true for z. Example 2 is provided to assist readers in
understanding the definition.

Ezxample 2. Given the SMT(LIA) formula, which includes a literal, £ : (z; —
5xe < —5), the initial variable assignments are {21 = 0,25 = 0}. The operations
em(x1,£) and em(zq,f) involve assigning —5 to x1 and 1 to 2, respectively,
making the literal ¢ true.

Whenever a ¢cm(z, ) operation is performed, the corresponding literal ¢ is
set to true. Therefore, during the algorithm search process, falsified literals are
consistently selected and a c¢m operation is applied to make £ true.

For an assignment «, its cost is the number of clauses falsified under «;
when clause weighting is enabled, the cost equals the total weight of all falsified
clauses [6,46].

During local search, the score of a candidate operation op is usually defined
as

score(op) = cost(a) — cost(a’),

where o/ is the assignment obtained by applying op to the current assignment
a. If score(op) > 0, the operation op is called a decreasing move.

3 The Framework of HighDiv

We combine CDCL(T) and local search in a white-box way to design a high-
diversity SMT(LIA) sampling method called HighDiv. Figure 1 provides an
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overview of the general structure and sequence of operations within HighDiv.
The sampling framework is composed of two distinct components: stochastic
CDCL(T) (Section 4) and Context-Constrained Stochastic Search (CCSS), a
novel local search algorithm for sampling SMT(LIA) formulas and achieving
high diversity (Section 5). The two components interact through bidirectional
guidance: the solutions generated by CCSS dynamically guide the stochastic
CDCL(T) to further explore the solution space, while the solutions obtained
from the stochastic CDCL(T) are used to guide the variable initialization in
CCSS.

Context-Constrained Stochastic
Search (Section V)

! :
! i
: :
3 :
] M
] —-{ Model Converter }—v—’{ samples
! i
: '
! i
i
] i

Fig. 1. Framework of HighDiv

Algorithm 1 presents the top-level framework of HighDiv. It takes two inputs:
1) the SMT(LIA) formula F, and 2) the desired number of solutions k.

HighDiv alternates between a CDCL(T) phase (lines 5-10) and a CCSS phase
(lines 11-15). First, equalities are simplified using Z3’s solve-egs tactic [36], re-
sulting in the pre-processed formula F (line 2). Next, a stochastic CDCL(T)
solver attempts to solve the current under-approximation Funder. If successful,
the resulting model M_g.(;) is mapped back to the original formula F' and added

to S (lines 7-8). Guided by M, 4. 1), the algorithm then executes CCSS on 2
(line 11). Upon success, CCSS returns a model M;,, which is likewise converted
and appended to S (lines 13-14). To build the next under-approximation for-
mula, each variable in F is independently selected with a probability of P and
fixed to its value in M, yielding qude,, (line 15). These two phases iterate,
enlarging S until the desired sample count is reached (|S| = k) or the time limit
expires.

4 The Stochastic CDCL(T) Component

Previous studies have demonstrated that CDCL(T) and local search methods
complement each other effectively [5]. A primary reason is the powerful reason-
ing capabilities of the CDCL engine at the propositional logic level. Inspired
by SAT sampling algorithms based on stochastic CDCL [17], we implemented
the stochastic CDCL(T) algorithm in Z3. Specifically, we modified the branch-
ing heuristic and phase selection heuristic in Z3, randomly selecting undecided
variables at each decision point and assigning them a random phase.
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Algorithm 1: The Framework of HighDiv (described in Section 3)

Input: F: An SMT(LIA) formula;
k: Allowed number of samples;
Output: S: The set of samples, i.e., solutions of F;
18«0
2 F'  equation_solving(F);
3 Funder — F;
4 while |S| < k and time limit not reached do
// Stochastic CDCL(T)

5 M qciry  stochastic_cdcl(t) _solving(Funder);
6 if Mcdcl(t) # 0 then

7 M — model _convert(Mcqeit), F);

8 S+ Su{M};

9 if |S| =k then

10 L return S;

// Context-Constrained Stochastic Search
11 My + CCSS(F, Mege));
12 if Mis # (0 then

13 M <+ model _convert(M,s, F);
14 S+ Su{M},
15 Fonder fix_partial_assignment(ﬁ', Mis);

16 return S;

Stochastic CDCL(T) plays a pivotal role in HighDiv. On one hand, the model
generated by CDCL(T) can guide the variable initialization in CCSS; on the
other hand, the integrated theory solvers within CDCL(T), such as the general
simplex method, offer a perspective on the solution space that differs from CCSS,
thereby enabling HighDiv to produce more diverse solutions.

5 Context-Constrained Stochastic Search

In this section, we first introduce Context-Constrained Stochastic Search (CCSS);
we then detail its variable-initialization strategy and the boundary-aware move
operator, and finally demonstrate how these components jointly mediate the
trade-off between sample diversity and algorithmic scalability.

CCSS uses the basic two-mode framework of LS-LIA [5], i.e., Integer mode
and Boolean mode for searching. While CCSS retains the LS-LIA search strat-
egy in Boolean mode, we propose new techniques described in Sections 5.1-5.2
to improve sampling diversity in Integer mode. Algorithm 2 describes the In-
teger mode of CCSS algorithm. Line 1 generates the initial assignment « us-
ing the Constraint-Partitioned Variable Initialization. Lines 2-13 iteratively re-
fine o until the number of consecutive non-improving steps exceeds the thresh-
old MazxSteps or the current assignment satisfies the formula F'. In lines 5-6,
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Algorithm 2: Integer Mode of CCSS (described in Section 5)

Input: F: SMT(LIA) formula;
M: A model of F;
Output: a: the solution of F;

1 constraint_partitioned _variable _initialization(o, M);

2 while Stepiorar < MaxSteps do

3 if « satisfies F then return o ;

4 B+ ;

5 foreach literal ¢ in falsified clauses do

6 L B+ BU {bam(a,z,¥¢) | x appears in £};

7 if 3 decreasing bam operation in B then

8 ‘ op < select such an operation with the greatest score;
9 else

10 update clauses penalty weights;

11 ¢ < a random falsified clause with integer variable;
12 op < the bam operation with the greatest score in ¢;
13 a < « with op performed;

boundary-aware moves are constructed for every literal in the falsified clause
and inserted into the candidate set B. Each iteration selects from B the highest-
scoring boundary-aware move that decreases the number of falsified clauses
(lines 7-8). If no such decreasing boundary-aware move exists, the search is
deemed stuck in a local optimum; the algorithm then updates the penalty weights
(line 10) and picks a random falsified clause with integer literals and chooses a
boundary-aware move operation with the greatest score (lines 11-12).

5.1 Constraint-Partitioned Variable Initialization

In local search algorithms, the quality of variable initializations significantly im-
pacts search efficiency [13,27]. Traditional variable initialization methods typ-
ically rely solely on boundary information provided by the formula [5]. In the
context of sampling problems, when initializing variables, it is essential to con-
sider not only the impact of the initial values on search efficiency but also the
potential detrimental effect of uniform initialization on the diversity of the solu-
tions.

When solving constraint satisfaction problems (CSP), the constraint sys-
tem can typically be decomposed into multiple independent subsystems for tai-
lored solving. We propose a similar strategy called Constraint-Partitioned Vari-
able Initialization to obtain an initialized assignment in line 1 in Algorithm 2.
Specifically, we partition the integer variables into three independent constraint
subsystems: the equality system, the high-frequency system, and the general sys-
tem. Then, decomposing SMT(LIA) formulas into multiple sub-constraint sys-
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tems and initializing variables based on the specific properties of the constraints
achieves a better balance between sample diversity and search efficiency.

Initialization of Variables in Equality System Since HighDiv is integrated
into Z3, we leverage Z3’s equality-solving preprocessing tactic, solve-egs [36].
This tactic simplifies the linear equalities in the conjunction, but may leave
some equalities unresolved, which are then carried into the subsequent local
search phase. Because equality constraints admit a much smaller solution space
than inequality constraints, a bad initial assignment can substantially degrade
the efficiency of the subsequent search.

We now define the equality system variable set. Let C— denote equality con-
straints, and let Cx denote all remaining constraints. For a constraint c, let
vars(c) denote the set of variables occurring in ¢. The equality system variable
set &4 is defined as the smallest set of variables satisfying:

L. Ueee vars(c) C Eeys
2. for every ¢ € C, if vars(c) N Eeq # @, then vars(c) C Eqq.

To improve the efficiency of subsequent search, we initialize all variables in
Eeq to zero during the variable initialization phase.

Initialization of Variables in High-frequency System In CCSS, each op-
eration modifies the value of variable x to satisfy a literal ¢ that contains zx.
However, when x appears in multiple literals, changing its value can inadver-
tently disrupt the satisfaction of other literals.

For clarity, we define the frequency of a variable x, denoted by freq(z), as
the number of literals containing z. Let C be the set of constraints appearing
in the formula, and let £, denote the set of variables in the equality system.
Given a frequency threshold A, the high-frequency variable set &, is defined as
the smallest set of variables such that:

1. {v]| freq(v) > A} \ Eeq C Eny;
2. for every constraint ¢ € C\ C=, if vars(c) NExy # @, then vars(c) \ Eqq C Eny-

When initializing the variables in &}, ¢, we first compute their value intervals
based on the model obtained from the CDCL(T) phase, and then uniformly sam-
ple values within these intervals. Specifically, for each variable z to be initialized
in &y, we define the set of inequalities containing x that are true under the
model M obtained in the CDCL(T) phase as lit,ye(2). For each ¢; € lityrye(2),
we substitute the values from M to calculate a feasible interval I; for z under
the interpretation of M with respect to ¢;. Therefore, each ¢; corresponds to
a feasible interval I;. Subsequently, the feasible intervals are merged based on
the logical relationships between the literals: for conjunctions of literals ¢; and
¢;, the intervals are intersected, i.e., I(x) = I; N I;; for disjunctions of literals
¢; and {;, the intervals are united, i.e., I(x) = I; U I;. Finally, we obtain the
initialization interval I(x) for x. A specific example is given in Example 3.
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Ezample 8. Given the SMT(LIA) formula (€1 V o) Alz Aly = (x0 —x1 < —1V
—xz1 < —=10) A (z2 —23 < 0) A (z1 —x3 < 3) and the model M := {z; = 10,25 =
7,23 = T}. The literals {1, ¢, ¢4}, which contain z; and are true under the
model M, are used to compute the initialization interval of z; as follows:

— 0y :=x1 > w2 + 1, corresponding to I := [8,+00).
— {4y := 21 > 10, corresponding to I := [10,400).
— {4 := 1 < x3+ 3, corresponding to I := (—o0, 10].

Therefore, the initialization interval for zy is I(x1) := (I; U Is) N I, = [8,10].

Initialization of Variables in General System Apart from the cases men-
tioned above, other constraints are generally easier to satisfy, and their initial
states have a smaller impact on subsequent searches. Therefore, for the variables
in these constraints, their values can be initialized to be far from the model
obtained in the previous round of sampling.

Following Example 3, if 1 is a general variable, the initialization interval for
x1 is set to the complement of the computed interval, i.e., (—oo, 7] U [11,+00).

5.2 Boundary-Aware Move

Previous research on local search for SMT(LIA) has introduced the critical move
(cm) operator. Given a literal ¢ containing x and currently falsified, each oper-
ation em(z, ) modifies the assignment of x to make ¢ satisfied [5]. However,
this operator always modifies the variable x to the boundary value that satisfies
£, which clearly imposes a strong restriction on the possible modified values of
the variable. In fact, the value of the variable x that satisfies the literal ¢ is
not unique. For example, consider the formula in Example 3 with the current
assignment « := {1 = 0,29 = 0,23 = 0}. As illustrated in Figure 2, performing
the operation em(x1, 22 — 21 < —1) assigns x; to 1. In fact, any value within
the interval [1, +o0] for x1 will satisfy zg — 21 < —1.

However, note that when z; is assigned a value within the interval [4, +0o0],
another constraint z; — 23 < 3 is no longer satisfied. In SMT(LIA) sampling,
such an operation of modifying the assignment must balance search efficiency
and solution diversity. To achieve a better trade-off, we propose a new operator,
boundary-aware move (bam).

| Feasible interval from x, —x; < —1

Op:Assign x; to 1 |m
0 1

2 3 4 5 6

N
7

Fig. 2. When performing the operation em(x1,x2 — 1 < —1), any assignment of the
variable z1 within [1, +oc] will make z2 — 21 < —1 true.
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To facilitate describing bam, we first define the set of contextual literals
for an integer variable z under assignment a as L°*(x,a) = {{ € L | z €
vars({) and « |= £}, where £ is the set of all inequality literals occurring in the
formula. Then, we introduce the feasible interval for the variable x with respect
to the inequality literal ¢: We substitute the current assignment « for every vari-
able in ¢ except x, thereby obtaining x’s feasible interval I,. Under linear integer
arithmetic, I, can only be [I,00) or (—oo,ul; any integer chosen from that in-
terval guaranties that ¢ becomes true after the operation. For instance, consider
the literal £ : (x +y > 5) and the current assignment o = {x = 0,y = 0}.
Clearly, assigning any value from the interval [5,00) to x satisfies the inequality.
Therefore, the feasible interval for x with respect to ¢ is [5, 00).

We next describe how to construct the sampling interval I, for the variable
x with respect to the literal £, where ¢ is the falsified literal that contains x.

— If I, = [l,00), we select contextual literals £; whose feasible intervals are of
the form (—o0, u] and intersect I, with the minimal upper bound from these
intervals.

— If I, = (—o0,u], we select contextual literals ¢; whose feasible intervals are
[[, 00) and intersect I, with the maximum lower bound from these intervals.

From this, we obtain the sampling interval I for = with respect to £.

Definition 2. To satisfy a currently falsified literal ¢ with variable x, the boundary-
aware move operator, denoted as bam(a, xz, ), obtains a new assignment by mod-
ifying the value of x in « as an integer uniformly sampled within the sampling
interval I determined by ¢ and L (x, ).

1 | | Infeasible interval from x; —x3 <3

| Feasible interval from x, —x; < —
T T
A\

| Op: Assign x; to [1,3] |

v

e 1 2 3 4 5 6

Fig. 3. During the operation bam(c, x, ¢1), the infeasible interval specified by ¢4 :=
x1 — x3 < 3 restricts the sampling interval of ;.

Referring to the formula given in Example 3, the current assignment is « :=
{z1 = 0,29 = 0,23 = 0}. When performing the operation bam(c,x1,¥;1), the
initial step involves determining the feasible interval to make ¢; true, resulting
in [1,00). As illustrated in Figure 3, the contextual literal £4 supplies the opposite
boundary, giving (—o0,3]. Therefore, bam(«, z1,¢1) samples a random integer
for z; from the interval [1, 3].
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6 Experiments

6.1 Setup

We describe the compared state-of-the-art SMT(LIA) sampling methods, the
implementation of HighDiv, and the benchmark suites. All experiments were
conducted on a workstation equipped with with a 13th-Generation Intel Core
i7-13700F CPU and 32 GB RAM.

Competitors

— MeGASampler [39] is a recently proposed SMT(LIA) sampling tool and
is among the most advanced tools for SMT(LIA) sampling. Additionally, it
implements two distinct strategies, both of which we evaluate in our exper-
iments.

— SMTSampler(Int), the integer-logic variant of SMTSampler [10], has been
reported to outperform MeGASampler in terms of coverage on certain bench-
marks [39], and is therefore included in our evaluation.

Implementation We implemented HighDiv on top of Z3 version 4.14.2 4. To
ensure a fair comparison, we used the same Z3 version (4.14.2) for MeGASampler
and SMTSampler(Int).

Benchmarks To verify the effectiveness of the proposed method, we eval-
uated it on the same QF LIA benchmark suite previously used to evaluate
MeGASampler [39]. These benchmarks, sourced from the QF LIA directory in
SMT-LIB [2], were filtered to exclude unreasonable cases based on the follow-
ing criteria: (1) marked as unsatisfiable or unknown; (2) unable to produce at
least 100 samples with any technique; and (3) requiring more than one minute
to solve using an SMT solver [39]. Following their methodology, they randomly
selected 15 representative benchmarks from each of nine directories, yielding 345
instances, since benchmarks within the same directory tend to be similar.

6.2 Experimental Results

In this section, we first present the results of the experiment and then discuss
threats to its validity.

Coverage Comparison within Fixed Time Limits To comprehensively
compare state-of-the-art SMT(LIA) sampling methods, we followed the experi-
mental setup of Peled et al. [39], setting the time limit to 900 seconds.

Table 1 presents the average coverage comparison among HighDiv, MeGASam-
pler, and SMTSampler(Int) across 9 selected benchmark folders. To conserve

4 HighDiv is open-sourced at https://github.com/laigroup/HighDiv.
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Benchmarks

Coverage with fixed time

Coverage with fixed size

HighDiv MeGA MeGAP SMTInt HighDiv MeGA MeGAP SMTInt

CAV2009-slacked 93.15 70.15 44.77 64.24 93.16 38.03 23.56 63.71
CAV2009 76.79 44.58 69.84 55.98 76.79 34.22 40.74 52.04
convert 20.69 9.23 848 15.02 20.78 4.04 5.95 19.84
dillig 93.41 33.58 89.75 44.83 93.41 32.87 42.19 41.01
prime-cone 75.31 46.14 30.37 46.28 75.30 28.49 21.94 40.60
slacks 95.11 71.39 47.04 64.27 95.11 39.73 2541 62.64
pb2010 4.45 441  4.39 2.92 4.73 4.68  5.70 5.09
bofill-sched-random 11.06 13.14 9.56 9.86 10.84 13.20 11.16 12.35
bofill-sched-real 10.30 11.46 9.72 8.85 10.72 11.52 10.38 11.00
Average Coverage 53.36 33.79 34.88 34.69 53.43 2298 20.78 34.25

Table 1. Comparative results (averaged) across the benchmarks with fixed Sampling
Time (900s), fixed sample size (1000), and percentage coverage.
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Fig. 4. Comparative Coverage Performance of HighDiv Against Competitors (¢ = 900
seconds).

space, only the average values for these 9 folders are shown. MeGA refers to
the MeGASampler method based on random sampling, while MeGAP denotes
the blocking-based variant. SMTInt indicates the integer logic version of SMT-
Sampler. The best coverage results are highlighted in bold.

As shown in Table 1, HighDiv achieves higher coverage than its competitors
across most benchmark categories. However, for two bofill categories, HighDiv
achieves lower coverage than MeGA. We attribute this result to the high pro-
portion of equality constraints in these instances, which limits HighDiv’s ability
to introduce diversity during the search process.

To present detailed results for each individual benchmark file, we depict
scatter plots in Figure 4 to provide a benchmark-wise comparison. It can be
observed that, under the same time limit, HighDiv yields higher coverage in
most benchmarks compared to MeGASampler and SMTSampler(Int).
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Coverage Comparison within Fixed Sample Size We compare the perfor-
mance of HighDiv with its competitors using a fixed-size sample set. In practice,
solutions generated via sampling are typically embedded in the test suite, and
executing even a single test campaign is computationally expensive. Therefore,
a fixed-size set of test cases is commonly adopted for evaluation [31].

Following prior SAT sampling studies, we set the solution set size to k =
1000 [31] and limited the sampling time to one hour. From Table 1, it can be
seen that with k& = 1000, HighDiv significantly outperforms MeGASampler and
SMTSampler(Int) in terms of coverage in most benchmarks. Figure 5 shows a
scatter plot comparing the coverage of HighDiv with its competitors, where each
point represents a benchmark file.
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Fig. 5. Comparative Coverage Performance of HighDiv Against Competitors (k =
1000).

Effects of Algorithmic Components To analyze the effectiveness of each al-
gorithmic component in HighDiv, we modify HighDiv to obtain seven alternative
versions as follows.

— init2zero: In the local search phase, all integer variables are initially set to
Zero.

— init2CD: In the local search phase, all integer variables are initialized through
guidance from CDCL(T).

— init2rCD: In the local search phase, all integer variables are initialized
through reverse guidance from CDCL(T).

— init2R: In the local search phase, all integer variables are initialized ran-
domly.

— no__bam: Removing the boundary-aware move operator and using the crit-
ical move operator.

— no__cdcl: Removing the stochastic CDCL(T) component and use only the
local search component for iteration.

— no__eqs: Removing Z3’s solve-egs tactic in the pre-processing stage.
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coverage HighDiv init2zero init2CD init2rCD init2R no_bam no_cdcl no_eqs

t =900s 53.36% 47.75% 38.93% 51.09% 51.36% 33.82% 49.27% 49.71%
k=1000 53.43% 47.42% 37.90% 51.15% 51.51% 33.44% 50.30% 49.86%

Table 2. Ablation study showing the effectiveness of each algorithmic component.

Table 2 presents the average coverage of each version across 9 benchmark
categories. It can be observed that, under both the 900-second time limit and
the 1000-sample constraint, HighDiv achieves higher coverage compared to the
various variants. This demonstrates the effectiveness of each core algorithmic
component in HighDiv.

Effect of Hyper-Parameter Setting Table 3 reports the average coverage
of HighDiv across all benchmarks under fixed time and sample-size budgets, for
different choices of A\ and P. With our default setting (A = 50), HighDiv attains
the highest coverage in both experimental configurations. This matches our in-
tuition: a smaller X initializes the local search closer to the previous iteration’s
solution, which speeds up solving at the cost of reduced diversity; a larger A
yields an initialization farther from the previous model, improving diversity but
reducing solving efficiency. Moreover, coverage varies little across different values
of P, suggesting that HighDiv is insensitive to this parameter.

A P
20 50 80 0.1 0.3 0.5 0.7 0.9

t=900s 48.31% 53.36% 53.27% 53.35% 53.36% 53.36% 53.36% 53.34%
k=1000 48.38% 53.43% 53.08% 53.43% 53.43% 53.43% 53.43% 53.42%
Table 3. Average coverage of sampling results by HighDiv under different hyperpa-
rameter settings.

coverage

6.3 Threats to Validity

The validity of our evaluation may be subject to the following potential threats:

Correctness of Implementation. To ensure the correctness of our implementation,
we validated all generated samples to confirm their satisfaction of the given
formulas, thereby guaranteeing the robustness and accuracy of the results.

Validity of the Ezxperimental Setup. Different experimental configurations may
pose potential threats to the validity of our evaluation. Therefore, following
previous studies [39], we conducted experiments with a time limit of 900 seconds;
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and, in accordance with recent recommendations [31], we set the sample size k
to 1000 to mitigate this risk. The results in Tables 1 and 2 demonstrate that
under both configurations, HighDiv significantly outperforms MeGASampler and
SMTSampler(Int) in terms of diversity on most benchmarks.

Diversity Metric Bias. The definition and emphasis of “diversity” vary across
application scenarios; thus, evaluation conclusions may depend on the chosen
metric. To assess the applicability of our method under different measures, we
further consider two widely used diversity metrics—Hamming Distance [37] and
2-wise Coverage [31]—and evaluate them under two settings: fixed sampling time
and fixed sample size. The results show that, under both metrics, HighDiv out-
performs MeGASampler and SMTSampler(Int) on most benchmarks. Detailed
results are reported in the appendix of an extended version of this paper [24].

7 Related Works

The constrained sampling problem is a significant research topic in software
testing [16, 18, 43]. Over the past decades, satisfiability (SAT) sampling has
been extensively studied. Current SAT sampling methods include Markov-Chain
Monte-Carlo (MCMC) |21, 22|, heuristic local search [30, 31|, universal hash-
ing [12,33,34], and knowledge compilation [25,26,44], all of which can effectively
perform SAT sampling with various balances between solving efficiency and the-
oretical guarantees. While SMT formula sampling can be tackled using existing
SAT methods by encoding SMT formulas into SAT [45], this transformation
loses the formulas’ high-level structure, which could otherwise improve sampling
efficiency and diversity [10,11,39].

Dutra et al. introduced SMTSampler, the first sampler designed specifically
for sampling SMT bit-vector theory formulas [10]. SMTSampler uses MaxSAT
modulo theories (MAX-SMT) to generate initial random seeds and then obtains
a set of solutions through syntactic mutation and combination. Subsequent re-
search, GuidedSampler, allows for the setting of coverage metrics specific to cer-
tain problems and aims to optimize these metrics [11]. These methods primarily
handle fixed-width bit-vector theory formulas, but this approach is unable to effi-
ciently sample the linear integer constraints. Subsequently, Peled et al. proposed
an effective sampling method for SMT(LIA) formula, named MeGASampler [39].
This method first uses an existing SMT solver to solve constraints, then gen-
erates an under-approximation formula of the original formula by adding extra
constraints to the obtained solutions, and finally performs sampling based on
this under-approximation formula. This is considered the state-of-the-art solu-
tion to SMT(LIA) sampling problems. However, these SMT samplers regard
SMT solvers as black boxes and fail to introduce diversity into the solving pro-
cess, thereby limiting the diversity of the generated solutions. Furthermore, these
samplers frequently invoke MaxSMT to increase the randomness of the initial
seeds, but using MaxSMT is very expensive, thus creating substantial overhead.
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8 Conclusion

Previous SMT sampling algorithms often struggle to generate diverse samples
as they treat the SMT solver as a black box and rely on extending a single
model, limiting the coverage of the solution space. To overcome this, we propose
HighDiv, the first iterative SMT sampling framework that integrates CDCL(T)
and local search in a bidirectional guided manner. In the local search phase,
HighDiv introduces an Constraint-Partitioned Variable Initialization strategy
and the boundary-aware move operator, effectively balancing sample diversity
and search efficiency. Experimental results show that HighDiv produces signifi-
cantly more diverse samples than MeGASampler and SMTSampler(Int).

It is important to note that HighDiv is orthogonal to existing SMT sampling
algorithms such as MeGASampler and SMTSampler. By generating initial mod-
els with HighDiv and then applying model-guided approximation or combinato-
rial mutation techniques, overall sampling efficiency can be greatly improved. In
future work, we plan to extend HighDiv to support additional theories, such as
Linear Real Arithmetic and Quantifier-Free Bit-Vectors, and explore integrating
model-guided approximation and combinatorial mutation strategies to further
enhance its scalability.
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